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How	to	prep	data	for	use	in	R?	

•  I	am	guessing	that	most	people	interact	with	data	using	MS	Excel	or	Open	Office	
Calc.	

	
•  R	works	with	text	files.	These	are	the	kind	of	files	created	from	applicaGons	like	

NotePad	(windows),	TextWrangler	(MAC)	or	gedit	(Linux)	and	by	convenGon	will	
have	the	extension	.txt	

•  If	you	have	your	data	in	spreadsheet	format,	it	is	possible	to	save	it	as	either	a	tab-
delimited	text	file	or	a	comma	separated	text	file	(csv).	R	can	work	with	both	of	
these.	

How	to	prep	data	for	use	in	R?	

To	save	data	from	excel,	select:	
		
•  file		
•  save	as	
•  and	choose	from	the	menu	

for	.txt	opGons	

If	you	save	or	receive	data	
as	.csv,	R	can	read	this	using	
the	read.csv()	funcGon.	

How	to	prep	data	for	use	in	R?	

Note,	the	first	row	here	is	the	header.	
	
df <- read.table(“file.txt”, header=T)!
!
df <- read.table(“file.txt”, header=T,!
                 row.names=1)!

Solu$ons	I	
1.1	–	1.3	

affected_genes <- affected[, c('M97496', 'M77836', 'M10373')] 

unaffected_genes <- unaffected[, c('M97496', 'M77836', 'M10373')] 

new_names <- c('guanylin', 'pyrroline_reductase', 'apolipoprotein_A') 

names(affected_genes) <- new_names 

names(unaffected_genes) <- new_names 

	

Extract	data	for	three	genes	of	interest,	create	two	data	frames	and	give	
new	names	to	the	columns.	
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Solu$ons	II	

Find	the	x-axes	limits	(example	for	Guanylin).	

2.1	

max_normal <- max(unaffected_genes[,1]) 
#[1] 2261 
min_normal <- min(unaffected_genes[,1]) 
#[1] 412 
max_tumour <- max(affected_genes[,1]) 
#[1] 175 
min_tumour <- min(affected_genes[,1]) 
#[1] 8 
 
# x limits are c(min_tumour, max_normal) 
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Solu$ons	II	
2.2	

par(mfrow=c(1,2)) 
hist(unaffected_genes[,1],  
     main='Guanylin (Normal)',  
     xlab='Guanylin Expression',  
     breaks=15, 
     col='darkgrey', 
     xlim=c(min_tumour, max_normal), 
     ylim=c(0, 6)) 
abline(v=mean(unaffected_genes[,1]), col='red') 
abline(v=median(unaffected_genes[,1]), col='blue') 
 
hist(affected_genes[,1], 
     main='Guanylin (Tumour)', 
     xlab='Guanylin Expression', 
     breaks=5, 
     col='lightgrey', 
     xlim=c(min_tumour, max_normal), 
     ylim=c(0,6)) 
abline(v=mean(affected_genes[,1]), col='red') 
abline(v=median(affected_genes[,1]), col='blue') 
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Solu$ons	III	
3.2	

boxplot(unaffected_genes[,1], 
        affected_genes[,1], 
        col=c('darkgrey','lightgrey',), 
        main='Guanylin Expression', 
        names=c('Normal', 'Tumour')) 
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Solu$ons	IV	
4	

plot(unaffected_genes[,3][-9], affected_genes[,3][-9], 
     main='Normal vs Tumour Apolipoprotein A Expression', 
     xlab='Normal', 
     ylab='Tumour', 
     pch=5, cex=0.5) 
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Hypothesis	Tes$ng	I	

•  A	staGsGcal	hypothesis	is	an	assumpGon	about	a	populaGon	parameter,	e.g.	

•  Mean	

•  Variance	

•  Or	an	assumpGon	about	the	"differences"	in	populaGon	parameters	for	two	or	
more	populaGons.	

H0	:	Null	Hypothesis	
	
H1:	AlternaGve	Hypothesis	

Hypothesis	tes$ng	is	a	formal	procedure	that	allows	one	to	decide	whether	to	
accept	or	reject	the	Null	Hypothesis.	
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Hypothesis	Tes$ng	II	

To	conduct	a	hypothesis	test:	

1.  Visualise	the	data	(e.g.	histograms)	

2.  Define	the	Null	Hypothesis	

3.  Decide	on	an	appropriate	staGsGcal	test	

4.  Analyse	sample	data	

5.  Interpret	results	
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Hypothesis	Tes$ng	III	

Sta$s$cal	Hypothesis	Tests	typically,	

1.  Compute	a	test	staGsGc	from	the	data,	e.g.,	the	T	value	

2.  Produce	a	p-value	from	the	observed	test	staGsGc.	

3.  By	convenGon,	the	null	hypothesis	is	rejected	if	p	<	0.05.	
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Hypothesis	Tes$ng	

Parametric	 Non-Parametric	

Distribu$on	 Normal	 Any	

Variance	 Homogeneous	 Any	

Data	 ConGnuous	 Ordinal/Nominal	

Central	Measure	 Mean	 Median	

Tests	

Correla$on	 Pearson	 Spearman	

2	groups	 T-Test	(unpaired)	 Mann-Whitney	Test	

>	2	gropus	 One-way	ANOVA	 Kruskal-Wallis	Test	

2	groups	(paired)	 T-Test	(paired)	 Wilcoxon	Test	

>	2	groups	(paired)	 One-way	ANOVA	
(paired)	

Friedman	Test	
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Test	for	Normality	I	

One	assumpGon	for	parametric	
sta$s$cs	is	that	the	your	data	(if	
conGnuous)	follows	a	normal	
distribuGon.	

The	Shapiro-Wilk	Test	is	one	formal	test	for	Normality.			

H0	:	normally	distributed	
H1	:	not	normally	distributed	

	
shapiro.test(x) 
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Test	for	Normality	II	

•  Problem:	Test	whether	the	guanylin	
(Normal	and	Tumour)	are	normally	
distributed.	

•  H0:	Normal;	H1:	Not	Normal	

shapiro.test(unaffected_genes[,1]) 
 
Shapiro-Wilk normality test 
 
data:  unaffected_genes[, 1] 
W = 0.94367, p-value = 0.3344 
 
 

p	>	0.05	
Cannot	Reject	Null	Hypothesis	

Normally	Distributed	

shapiro.test(affected_genes[,1]) 
 
Shapiro-Wilk normality test 
 
data:  affected_genes[, 1] 
W = 0.86345, p-value = 0.0139 
 
 

p	<	0.05	
Reject	Null	Hypothesis	

Not	Normally	Distributed	
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Test	for	Normality	III	
	The	Importance	of	Eyeballing	

The	Shapiro-Wilk	test	'thinks'	that	
guanylin	expression	in	Normal	cells	is	
normally	distributed.	QQ-plots	are	
another	way	to	visualise	distribuGons.	

par(mfrow=c(1,2)) 
 
qqnorm(unaffected_gene[,1],  
       main='Guanylin (Normal)') 
qqline(unaffected_genes[,1],  
       col='red') 
 
qqnorm(affected_genes[,1],  
       main='Guanylin (Tumour)') 
qqline(affected_genes[,1],  
       col='red') 
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Manipula$ng	Func$on	Outputs	

When	you	run	a	hypothesis	test	
funcGon,	R	returns	lots	of	
informaGon.	This	informaGon	can	
be	stored	as	a	variable	and	used.		

shapiro.test(unaffected_genes[,1]) 
 
Shapiro-Wilk normality test 
 
data:  unaffected_genes[, 1] 
W = 0.94367, p-value = 0.3344 

stest <- shapiro.test(unaffected_genes[,1]) 
str(stest) # see what is in stest 
List of 4 
 $ statistic: Named num 0.944 
  ..- attr(*, "names")= chr "W" 
 $ p.value  : num 0.334 
 $ method   : chr "Shapiro-Wilk normality test" 
 $ data.name: chr "unaffected_genes[, 1]" 
 - attr(*, "class")= chr "htest" 
 

stest$p.value # access elements of stest 
[1] 0.3344408 

AutomaGcally	
accessing	relevant	
informaGon	from	a	
hypothesis	test	is	
important	when	
running	many	
hypothesis	tests.	
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Comparing	Two	Samples	Means	I	

StaGsGcally,	when	comparing	two	
samples,	we	are	comparing	the	means	
(or	middle)	of	two	samples.	

•  Do	the	samples	originate	from	the	same	distribu$on?	

•  Typically,	this	is	done	with	a	T-Test	but:	

•  T-Tests	assume	normality.	

•  Student's	T-Test	assumes	equal	variance	in	both	samples,	whereas	

•  Welch's	T-Test	does	not.	
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Comparing	Two	Sample	Means	II	

H0:	μ1	=	μ2	(no	difference	in	means)		

Possible	Alterna$ve	Hypotheses	

H1:	μ1	≠	μ2	(difference	in	means)	

H1:	μ1	>	μ2	(mean	1	greater	than	mean	2)	
H1:	μ1	<	μ2	(mean	1	less	than	mean	2)	

t.test(unaffected_genes[,1], affected_genes[,1]) 
 
t.test(unaffected_genes[,1], affected_genes[,1],  
       alternative="greater") 
 
t.test(unaffected_genes[,1], affected_genes[,1],  
       alternative="less") 
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Comparing	Two	Sample	Means	III	

t.test(unaffected_genes[,1],        
       affected_genes[,1]) 
 

Welch Two Sample t-test 
 
data:  unaffected_genes[, 1] and affected[, 1] 
t = 7.1863, df = 30.999, p-value = 4.433e-08 
alternative hypothesis: true difference in means is not equal to 0 
95 percent confidence interval: 
  784.3935 1406.0509 
sample estimates: 
 mean of x  mean of y  
1082.94444  -12.27778  

Trinity	College	Dublin,	The	University	of	Dublin	

Comparing	Two	Sample	Means	IV	

t.test(unaffected_genes[,1],        
       affected_genes[,1], 
       var.equal=T) # Student T-test 

By	default,	R	does	a	Welch's	T-Test.	
(unequal	variances)	

Our	data	is	paired,	i.e.,	two	measures	from	the	same	the	individual.	
(Paired	T-tests	do	not	rely	on	the	assumpGon	of	equal	variances)	

t.test(unaffected_genes[,1], unaffected_genes[,1], paired=T) 
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Comparing	Two	Sample	Means	V	

•  But,	our	data	for	Guanylin	expression	certainly	doesn't	look	normal.	

•  In	this	case,	we	can	use	the	non-parametric	Wilcoxon	Test.		

•  Non-parametric	tests	typically	look	at	ranks.	

wilcox.test(unaffected_genes[,1], affected[,1], paired=T) 
 

 Wilcoxon signed rank test 
 
data:  unaffected_genes[, 1] and affected[, 1] 
V = 171, p-value = 7.629e-06 
alternative hypothesis: true location shift is  
not equal to 0 at the ranks of the data. 
	

Trinity	College	Dublin,	The	University	of	Dublin	

Permuta$on	Tes$ng	I	

•  Whether	to	use	parametric	or	non-parametric	staGsGcs	is	someGmes	
clear	cut.	

•  AssumpGons	met	=>	parametric	

•  AssumpGons	not	met	=>	non-parametric	

•  AssumpGons	"almost"	met	=>	try	both	

•  An	alternaGve	is	permutaGon	tesGng.	I	like	permutaGon	tesGng	
because	it:	

•  Doesn't	depend	on	assumpGons.	

•  Uses	the	data	itself	to	make	decisions.	

•  Is	robust	to	outliers.	

•  But,	they	can	be	computaGonally	expensive.	

•  It	is	best	illustrated	with	an	example.	
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Permuta$on	Tes$ng	II	

Generate	some	random	data.	

set.seed(100)# to regenerate same data 
 
v1 <- rnorm(10, 0, 1)# mean=0, sd=1 
v2 <- rnorm(10, 0, 1)	# mean=0, sd=1 

1.	

diff_means <- mean(v1) – mean(v2) # -0.2516486 
v1v2 <- c(v1, v2)  # combine 
N <- length(v1v2)# 20 
n <- length(v1) # 10 
p <- combn(N, n)  # all combinations of n chosen from N 
                  # 184756 permutations 

Generate	all	possible	permuta$ons	of	the	data.	

2.	

Note!	
set.seed()	 allows	
you	 to	 set	 a	 start	 point	
in	a	random	process	and	
thus	 to	 regenerate	 the	
same	random	data.	
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Permuta$on	Tes$ng	III	

holder <- numeric(ncol(p))  # initialise results holder 
 
for (i in 1:ncol(p)) { 
 
# Compute difference in mean on permutation; add to holder 

  
holder[i] <- mean(v1v2[p[, i]]) – mean(v1v2[-p[, i]]) 
 
 
} 

3.		 Compute	all	possible	difference	in	the	means	from	the	data.	
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Permuta$on	Tes$ng	IV		

The	holder	contains	differences	in	the	mean	for	all	possible	permuta$ons	of	the	data.	

holder[1:10] 
 [1] -0.25164862 -0.16169897 -0.16042130 -0.22000299 ...... 

Produce	distribuGon	of	differences	
in	mean	showing	the	locaGon	of	
the	actual	difference	in	mean	
computed	from	the	original	data.	
	

-0.2516486 

hist(holder) 
abline(v=diff_means, lty=2) 
abline(v=-diff_means, lty=2) 
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Permuta$on	Tes$ng	V		

One-tailed	
(greater)	
p=0.24	

One-tailed	
(less)	
p=0.24	

Two-Tailed	
(p	=	0.48)	

(sum(holder <= -abs(diff_means)))/dim(p)[2] 
(sum(holder >= abs(diff_means)))/dim(p)[2] 
(sum(holder <= -abs(diff_means)) + sum(holder >= abs(diff_means)))/dim(p)[2] 

P-Values	are	computed	by	summing	the	
difference	in	the	means	for:	
	
perm	<=	observed	difference	(less)	
perm	>=	observed	difference	(greater)	
perm	<=	observed	difference		>=	perm	(two)	
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Permuta$on	Tes$ng	VI		

R	has	a	package	to	compute	permutaGon	tests	called	'perm'.	

install.packages('perm') 
 
library(perm) 
	

permTS(v1, v2, alternative="two.sided", method="exact.ce", 
control=permControl(tsmethod="abs")) 
 

 Exact Permutation Test (complete enumeration) 
 
data:  v1 and v2 
p-value = 0.4786 # Equivalent to our permutation example 
alternative hypothesis: true mean v1 - mean v2 is  0 
sample estimates: 
mean v1 - mean v2  
       -0.2516486  
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Compu$ng	Correla$ons	

CorrelaGon	coefficients	are	computed	using	the	cor()	funcGon.	

	

	

	

cor(unaffected_genes[,1],  
    affected_genes[,1],  
    method='pearson') 

cor(unaffected_genes[,1],  
    affected_genes[,1],  
    method='spearman') 

These	funcGons	just	return	the	correlaGon	coefficients	as	a	number.	
	

•  Pearson's:	returns	r	(Pearson's	r)	
•  Spearman's	:	returns	rho	(ρ)	

Lecture	3	–	problem	sheet	

•  A	problem	sheet	en$tled	lecture_3_problems.pdf	is	located	on	the	
course	website.	

•  Some	of	the	code	required	for	the	problem	sheet	has	been	covered	
in	this	lecture.	Consult	the	help	pages	if	unsure	how	to	use	a	
func$on.	

•  Please	aeempt	the	problems	for	the	next	30-45	mins.	

•  We	will	be	on	hand	to	help	out.	

•  Solu$ons	will	be	posted	this	ahernoon.	
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Thank	You	


